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Abstract—This work presents a novel approach in intradata center network design and performance evaluation,
based on a tailored, long-range dependence data traffic
generation model for different application classes. We examine how an intra-data center network can be efficiently
evaluated and optimized by applying accurate models for
machine-generated data and using assumptions on current
and future commercially available data center hardware.
Moreover, we show that by migrating such a Fat-Tree network to its hybrid, electro-optical counterpart by employing optical circuit switching for selected, intense traffic
connections, significant capital and operational expenditure cost savings can be obtained.
Index Terms—Intra-data center network; Network optimization; Optical circuit switching; Optical networks;
Performance evaluation; Traffic modeling.

I. INTRODUCTION

T

he current popularity and intense usage of cloudbased services have significantly contributed to the
growth of user- and machine-generated data traffic and
thus to a substantial workload increase of modern data
centers (DCs) housing these applications. According to
Cisco, the annual global data center IP traffic is expected
to reach 20.6 zettabytes (ZB) by the end of 2021, which corresponds to a 25% compound annual growth rate (CAGR),
compared to the 15.3 ZB predicted for 2020 [1,2]. Ninetyfive percent of this traffic is forecasted to account for cloudgenerated data only. The resulting volume and intensity
specific to intra-DC traffic, roughly doubling every 12–15
months [3,4], have led to an extreme demand for highly
scalable yet energy efficient data center networks (DCNs).
Since a vast portion of approximately 72% of the total
DC traffic resides within its local network and is mainly
represented by inter-rack data streams (excluding the
intra-rack traffic) [2], the upper tiers of the DCN system
hierarchy (aggregation and core layers), responsible for
inter-rack communication, are put under progressively increasing strain. As a result, current and future DCNs must
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provide a high storage capacity, flexible scalability, and
most importantly, sufficient throughput to guarantee an
efficient, reliable, and congestion-free inter-server communication. These requirements have led to an extensive
migration of modern DCNs from the traditional electrical
networks, in which both the communication links and switching are implemented in the electrical domain, to the so-called
opaque architectures, where communication between nodes
is purely optical, while switching remains electrical [5].
Besides the advantage of lighter and less bulky cables, as
well as the larger transmission throughput offered by optical
fiber links, optical transceivers are less energy hungry compared to electrical interfaces. This power consumption difference becomes especially tangible when it comes to the DCN
scale, comprising tens of thousands of such pluggable components. The opaque scheme, on the other hand, comes at a relatively high operational cost caused by the power-hungry
electrical switches and the optical-electrical-optical (OEO)
conversion, which needs to be performed at each switching
interface, while data are routed towards the destination
server [5,6]. This multi-hop OEO conversion and switching
procedure results in extra delays associated with data buffering and processing time. Moreover, in order to make the
scalability of a DCN feasible by utilizing traditional commodity DC switches, which have a limited number of ports, an
extensive array of such components has to be deployed.
Consequently, this results in complex switching fabrics with
a huge number of interconnections, which consume a large
amount of energy, in some cases accounting for more than
30% of the total DC power consumption [7].
In this respect, another class of so-called transparent networks has been proposed to mitigate the above-mentioned
drawbacks. The new architecture has gained increased attention in the last years from the academic and research
community, with active support from the industry [8]. In
this new DCN paradigm, optical switching plays a key role,
making possible the transfer of intra-DCN communication
entirely into the optical domain. Due to its ultrahigh bandwidth capacity and transparency to data rates, modulation
formats, and communication protocols, optical switching
opens plenty of new room for the future evolution of
DCNs. Subsequently, a number of hybrid architectures
[combining the advantages of both electrical packet switching (EPS) and optical circuit switching (OCS)] have been
proposed and investigated [9–15]. While the majority of
these works have brought a significant contribution to
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the development of transparent network technology, most
of them focus primarily on proposing a new hybrid DCN
design [9–12,15] or optical switching architecture [13,14]
and apply different communication patterns (without focusing much on their nature, such as burstiness, variability, or intensity) to test the performance of their hybrid
networks. In this regard, such parameters as throughput,
flow duration/completion time [9–11,13], routing and traffic scheduling [10], wavelength assignment problems [14],
and resource allocation [15] are measured and investigated. We take a different approach in our work, that of
traffic modeling and granularity analysis, with the preservation of server-generated traffic characteristics, and propose a new concept of tailored traffic classes, which allow
for optimized connectivity to EPS and/or OCS layers. It is
also very important to emphasize, as it will be shown later,
that we did not treat network optimization as a linear programming problem but instead as a heuristic approach in
the allocation of bandwidth resources (predefined number
of interconnects) to ensure a lower blocking probability and
an optimal throughput utilization. Such an allocation becomes possible only after a thorough evaluation of the
DCN performance as a function of type, variability, and intensity of the traffic streams it houses. Tailored, in this respect, means that the optimal number of connections is
established after the analysis of traffic behavior.
The novelty of this work is twofold: first we apply the
long-range dependence (LRD) properties in modeling of
intra-data center network traffic, and second, based on this
model, we introduce a new concept of traffic classes by defining five different applications typically hosted by cloud
data centers. Further on, we demonstrate a comparative
performance evaluation of these services running atop
the traditional and hybrid electro-optical Fat-Tree architectures built from commercially available equipment or
hardware currently in development. This proposal is a continuation of our previous work [16], where the traffic-modeling-based design and evaluation of hybrid DCNs have
been proposed for the first time, without the definition
or consideration of any traffic classes.
This paper is organized as follows. In Section II the traffic generation model is thoroughly analyzed and discussed
in detail. Section III introduces the hybrid DCN architecture evolving from the traditional Fat-Tree scheme, with
the indication of all specific parameters and their corresponding values. A comparative simulative analysis of the
performances displayed by both architectures is further
conducted in Section IV, followed by an extensive capital
expenditure (CAPEX) and operational expenditure (OPEX)
evaluation presented in Section V. Finally, Section VI concludes the paper.

II. TRAFFIC MODELING
Machine-generated data, as opposed to voice traffic,
display a high burstiness and an extreme variability
over a wide range of time scales, characterized by intense
spurts of activity and traffic bursts, which can last from
milliseconds to hours and days [17,18]. Such a statistical
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Fig. 1. Comparison of long-range dependence (LRD) versus shortrange dependence (SRD) behaviors and their corresponding traffic
burstiness. Notice the nature and the variation range of the generated data volumes (data rates) from the mean value of the two
data types.

behavior, similarly independent of the time scale, results
in traffic spikes exhibiting almost identical, comparable
patterns at time intervals of different granularity. In fact,
real traffic analyses show that bursts over large time intervals can be decomposed into bursts over much shorter time
spans, resulting in a “burst within burst” traffic pattern
[18,19,20]. This bursty structure originates from the selfsimilarity property and fractal nature specific to data traffic and is characterized by a correlational dependency of
data points, which remains unchanged at varying scales.
A self-similar process typically exhibits the so-called longrange dependence (LRD), meaning that values at any time
instance are strongly correlated with the values occurring
at all future moments in time [21]. Moreover, besides the
fact that the self-similar (LRD) data traffic possesses a very
high data rate variation around the mean value, by aggregating multiple sources, the resulting burstiness of the
aggregated traffic actually intensifies [18]—a crucial factor
to be reckoned with in the context of DCN design and operation. This feature comes as contrary to the commonly
applied, traditional traffic models, where data generation
is normally assumed to be a Poisson or Markov process, as
well as one of their variations [e.g., Markov-modulated
Poisson process (MMPP), generalized switched Poisson process (GSPP), etc.] In these models, aggregation of multiple
sources results in a further attenuation and smoothening
of any occurring burstiness, leading to a quasi-uniformly
distributed aggregate traffic [18]. As opposed to the selfsimilarity concept, the Poisson model focuses on a very
limited range of time scales (future observations are uncorrelated to current ones) and hence is characterized by a
short-range dependence (SRD) [19], which is peculiar,
among others, to voice traffic, and exhibits a much lower
variation of the data rate around the mean value (Fig. 1).
Besides that, the Poisson-based models do not capture all
statistical properties of machine-generated data. That is,
the LRD traffic has a direct dramatic impact on the queue
lengths and transmission (resolution) latency associated
to it [17]. In this regard, in a network composed of LRD
sources, the traffic congestion time decays according to a
power law, which is substantially slower compared to the
exponential decay specific to SRD traffic sources.
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Another important (as well as attractive) feature that
makes the self-similarity property handy in traffic modeling is that the LRD traffic can be expressed as a superposition of multiple independent and identically distributed
(i.i.d.) ON/OFF sources, with a heavy-tailed distribution of
active/inactive phases, corresponding to data generation/
non-generation instances. The heavy-tail property induces
a large skewness (i.e., asymmetry of distribution probability) and kurtosis (i.e., degree of difference from standard,
normal distribution), which in practical terms means that
variables with such distribution can yield extremely high
values with a non-negligible probability [21].
As a result of the aforementioned properties, the burstiness feature induced by self-similarity and the heavy-tailed
distribution brought by LRD make the resulting traffic, on
the upside, much more realistic compared to classic models,
and on the downside, make it harder to predict how the
data generation will alter over time (hence, harder to implement efficient traffic congestion-resolution techniques).

A. Chaotic Map Model
There are a number of different mathematical approaches to describe and model the bursty, self-similar traffic.
Some of them include the fractional Brownian motion
(fBm), fractional Gaussian noise (fGn), the pure, earlier
mentioned superposition of heavy-tailed ON/OFF sources,
and chaotic maps, among others [18,19,21]. The deterministic chaotic map model introduced in Ref. [20] and
further developed in Ref. [17] allows for accurate, yet simplistic models, capturing the fractal properties peculiar to
machine-generated data traffic. As a mathematical entity,
a chaotic map is a low-dimensional, nonlinear system
whose evolution over time is determined by the knowledge
of an initial state and a set of rules defining the dynamical
behavior of future states [20].
Generally speaking, for a map to be chaotic, the so-called
sensitive dependence of initial conditions (SIC) property
has to be fulfilled. That is, if f x defines a chaotic map, and
two states of it possess nearly imperceptible differences
(nearly identical initial conditions) x0 and x0  ε (where
ε → 0 is the variation of two adjacent data points), then
these states can eventually evolve into two considerably
different states [20,22]. Mathematically, the SIC property
can be expressed as
jf N x0  ε − f N x0 j  εeNλx0  ,

(1)

meaning that over a large number of iterations N, the chaotic map states starting from arbitrarily close, almost identical initial conditions, may diverge at an exponential rate
[23]. Parameter λx0  is called the Liapunov exponent, and
it defines the average separation factor eλx0  by which the
infinitesimally adjacent trajectories (points) in the phase
space diverge from one another after one iteration [20,23].
A general form of a one-dimensional, nonlinear map describing the evolution of a state variable xn can be defined
as follows


xn1 

f 1 xn ,
f 2 xn ,

0 < xn ≤ d,
d < xn < 1,

(2)

where the future state xn1 behaves according to two different functions, depending on the current value of the state
xn . For the map to be chaotic, f 1 xn  and f 2 xn  need to possess the earlier discussed SIC property.
The chaotic map concept presented in Eq. (2) can be successfully applied in data generation modeling, where the
source is assumed to have an ON/OFF behavior, with
the active (packet generation/ON) and passive (no-packet
generation/OFF) states at time instance n depending on
whether xn falls above or below a predefined threshold d.
This model, as will be shown later, allows for long packet
trains (ON periods) or long inter-train distances (OFF
periods).
One possible implementation of the LRD property in
general, and of the chaotic map in particular, was proposed
in Ref. [17]. We adopted this approach with the consideration of original boundary conditions for data generation
and non-generation, respectively, presented in Ref. [20]
and summarized in Eq. (4). As a result, we could successfully apply the following map in our server-level packet
generation model.
Let the chaotic map be defined by the function f 
f m1 , m2 , d in the unit interval I  0, 1 as xn1  f xn 

xn1

 
8
< xn  1 − d xn m1 ,

 d

: x − d 1−xn m2 ,
n
1−d

0 < xn ≤ d,

(3)

d < xn < 1,

where d ∈ 0, 1 and the initial state is x0 (for n  0).
Parameter d is regarded as a decision threshold in the data
generation/non-generation procedure, meaning that for the
current state xn falling between 0 < xn ≤ d, no data point is
generated, whereas for d < xn < 1 a data pattern is produced (Fig. 2). In this respect, the associated indicator,
which directly defines whether data generation has occurred or not, is expressed similarly to a mapping operation specific to ON/OFF sources

yn 

0,
1,

0 < xn ≤ d – no data generation,
d < xn < 1 – data generation:

(4)

Parameters m1 , m2 ∈ 1.5, 2 produce in this range of values the power-law dependency between data points that results in long-range correlation effects specific to non-voice
traffic and ultimately induce the so-called intermittency,
which is the recurrent alternation of traffic generation
and non-generation phases. It is important to emphasize
that the higher the values the two intermittency parameters take (e.g., m1  m2  2), the more pronounced the
LRD behavior of the chaotic map becomes. With the decrease of these two parameters in the range of m1,
m2 ∈ 1, 1.5, the generated data traffic starts exhibiting
an SRD behavior (i.e., no or very weak long-range dependency, with an exponential-law characteristic), where the
two blue-dots-based tangent curves become two parallel
lines. With the establishment of m1  m2  1, the graph
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Fig. 2. LRD traffic generation model based on chaotic mapping
introduced in Eq. (3). Notice the blue dots corresponding to nongeneration instances (OFF) in the range [0, 0.5] and the blue dots
representing data generation patterns (ON) within the range
(0.5, 1). For this mapping, the total number of simulated states is
N  200, whereas the intermittency coefficients are m1  m2  2.
The threshold is set to d  0.5 (green normal) for an equiprobable
distribution of generation and non-generation instances.

of f starts to generate a pure Poisson traffic (Bernoulli shift
map) [17].
As a result, the intermittency specific to mapping f
induces a memory effect in the digital output yn , which
subsequently leads to the long-range correlation of the
resulting generated traffic.

B. Traffic Generation
By applying the LRD-based chaotic map model discussed
in the previous section, we simulate the intermittent,
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long-range-dependent traffic generation at the server level.
In this respect, in order to produce an intense, highly
variable and alternating data traffic with pure LRD characteristics specific to machines, the two intermittency parameters were set to their maximum values m1  m2  2. The
third parameter characterizing the chaotic map, the generation threshold d plays a very important role in the context
of traffic intensity and the exhibited traffic type. From the
chaotic map characteristic presented in Fig. 2 it becomes
obvious that larger values of d lead to a higher probability
of no data generation and vice versa. Moreover, as we will
show next, higher values of d result in a much higher burstiness of the generated traffic, as opposed to lower values of d.
This feature of the chaotic map opens the possibility and
commodity of an application-tailored traffic modeling, which
is crucial in the context of a large spectrum of applications
currently offered by cloud-based service providers (SP).
Figure 3 presents an example of traffic generation exhibiting LRD characteristics. In this case, the same parameters
specific to Fig. 2 have been applied in order to ensure the
equiprobability of generation and non-generation instances.
From the presented traffic evolution, plotted as the throughput utilization/data rate variation (i.e., the transferred
amount of data over a predefined time interval), the bursty
nature of machine-generated traffic becomes clearly visible. On one hand, the self-similarity property results in
a high variability of the data rate around the mean value,
which comes in the form of traffic bursts and fast changing
spurts of activity (red circle), commonly addressed as mice.
Mice typically represent short connections, both in terms of
transmission duration and amount of carried data, normally established between multiple source-destination
pairs, and have a much higher occurrence ratio compared
to other traffic patterns [24]. On the other hand, the LRD
characteristic brings the heavy-tailed distribution to the
table, where currently generated data patterns have a
direct impact on future data generation and due to their

Fig. 3. Server traffic generation as an LRD process (m1  m2  2, d  0.5) mapped into Data volume  f t. The burstiness of data
traffic is clearly visible, with two traffic patterns being distinguishable. The mice (red circle) appear as traffic bursts and spikes with
a high variability, which are typically characterized by data streams intended for different destinations. The second pattern is an elephant
(green circle) defined as a data transfer with a high payload and a much longer duration in time, normally addressed for one single
destination (P2P).
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skewness can result in high traffic intensities (green circle).
These data streams typically occur more rarely, but are
usually responsible for carrying the highest percentage
of all traffic within the network [25]. Moreover, they are
characterized by much longer transmission durations,
non-bursty, stable behaviors over large periods of time,
and are commonly classified as elephants. A traffic flow
is designated as an elephant based on both its amount
of carried data and persistence in time.
Due to their strongly differing natures and highly varying generation frequencies in time the handling of both
traffics requires different approaches. In the context of
modern DCNs, treating both data streams similarly by
switching them through the EPS grid is suboptimal in
terms of resource allocation, since the heavy and intense
elephants can often contribute to congestion and bottlenecks in the network. Hence, the earlier discussed hybrid
DCN paradigm comes as a solution for improving the efficiency of throughput utilization, that is, the EPS branch
of the DCN becomes responsible for switching the highly
variable and bursty mice, whereas the intensive and longlasting elephant streams are routed through the optical
fabric of the OCS. This distribution of traffic flows is due
to the underlying technologies specific to two switching
paradigms, mainly characterized by their switching times.
The EPS devices generally switch in the range of nanoseconds to microseconds (ns–μs), and hence, are perfectly
suited for bursty traffic flows, i.e., mice. The OCS, on the
other hand, typically based on optical 2D or 3D microelectromechanical systems (MEMS) technology, possesses a
reconfiguration (operation) time lying in the milliseconds
(ms) domain (due to its mechanical components involved),
which is too slow for the highly varying traffic, but perfectly
suited for elephants. Fundamentally, OCS is a coarsegrained switching mechanism operating at the granularity
of an optical fiber [26], where dedicated point-to-point
(P2P) optical connections between input and output fiber
pairs are set up for the entire duration of data transmission
[27]. These dedicated circuits are ultimately idled and reconfigured for the next data stream. Obviously, sending
data through the OCS is only reasonable as long as the
transmission time is significantly larger than the switching
time. If the duration of an elephant is shorter than its
switching time, such traffic flows are not suited for the
OCS, which fully justifies the switching of “short”
elephants through the EPS grid.
In order to efficiently separate mice flows from elephant
patterns, a certain threshold parameter has to be defined
in order to differentiate between the two. Since mice and
elephants differ in terms of lifetime and carried payload,
these parameters can be considered as references. In our
previous work [16] we used the variation of data rate over
time due to the fact that elephants tend to hold constant,
or slightly varying throughput utilizations over longer periods of time, whereas mice data rates vary considerably
within short durations (Fig. 3). In this regard, any data rate
variation within a 5% range from the previous value,
defined at two adjacent time instances T n and T n1 , is
considered acceptable and is defined as an elephant.
Exceeding this threshold classifies a data flow as a mouse.

Since two adjacent data points need to be compared for
switching decision-making, caching at least one previous
data value becomes a prerequisite. Moreover, after a data
stream has been classified as an elephant, data buffering
has to be performed as long as a dedicated OCS circuit is
configured for transmission. In a practical, real-time setting, the separation of instances T n and T n1 has to be
located in the range of ms and needs to be shorter than
the OCS switching time (T n1 − T n < T OCS ). Since the
top-of-rack (ToR) switch buffer has a limited memory size,
the observation time has to be long enough to sense the
bursts if a sequence of mice is transmitted and short
enough to detect the continuity of the data flow if an
elephant occurs. We currently investigate whether neural
networks and other prediction techniques could potentially
estimate and differentiate the traffic flows. The 5% decision threshold can obviously be further lowered for a higher
precision granularity, or by contrast, increased, for coarser
decision-making (i.e., more traffic streams will be defined
as elephants) [16].

C. Traffic Classes
As previously discussed, the LRD traffic model offers
a much more accurate representation of the machinegenerated data traffic compared to traditional SRD models.
Due to the self-similarity property, characterized by intense variation of the data rate around the mean value,
as well as the heavy-tailed distribution, the LRD model
is also very suitable and handy with respect to miceelephants pattern generation. With the application of chaotic maps, it was clear that the threshold parameter d has
a direct impact on traffic intensity. On the other hand,
after implementing a mice-elephants “sifting” procedure,
we could also establish the impact of d over the generation probability of two traffic patterns (Fig. 4). As a result,
lower values of d result in higher traffic intensities, with
the prevalence of elephants over mice (Pe ∼ 1∕d). With the

Fig. 4. Mice versus elephants generation probabilities (Pe and
Pm ) as a function of d. With the increase of the threshold parameter
d, the traffic generation probability decreases, which leads to a
lower probability for elephant occurrence and the prevalence of
mice over elephants. The opposite is valid for lower values of d.
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increase of d, traffic intensities decline, while the resulting
traffic is now dominated by mice (Pm ∼ d).
This finding is extremely helpful for a service-tailored
traffic modeling, since different applications, such as data
mining, are much more intense in terms of traffic generation, if compared to web services, for instance. This allowed
us to come to the core scope of this work, that is, with efficient and close-to-reality traffic models, to design and
evaluate intra-data center networks. A cloud-DCN hosting
different applications can be built on service-based clusters
of different architectures, since each app utilizes the network resources differently [28]; hence, distinct underlying
infrastructures are necessary. Generally speaking, a mixed
distribution of applications within the DCN, where a rack
houses different services, has been the case for many cloud
DCs, such as Microsoft and Amazon. However, due to the
different traffic natures that a rack generates, applications
have to be first identified in order to ensure a proper traffic
scheduling and service prioritization to guarantee that
delay-sensitive traffic is processed first. In this context,
machine learning can be a very promising solution in traffic
prediction, application recognition, and subsequent resource allocation. Moreover, in the case of mixed service
hosting, it becomes more challenging to offer or find statistics regarding the percentage of inter-rack traffic, which
is necessary for accurate traffic modeling. When traffic
classes are known and organized into dedicated racks (such
as described in Ref. [28]), these problems become less relevant, except for traffic prediction and the corresponding
bandwidth allocation. In our current work, we also investigate whether a rearrangement of applications based on
their traffic type, such that a rack houses different services,
is also possible by applying machine-learning techniques
for an optimized throughput utilization.
In the following, we distinguish five classes of applications with different traffic generation intensities and
therefore different mice/elephants ratios (Table I). We subsequently present a traditional Fat-Tree-based intra-DCN
architecture hosting these applications and deploy a performance evaluation for this network by simultaneously
running the five services. In this respect, an addressed
duplex inter-rack communication is simulated and the network performance is further analyzed in terms of throughput blocking probabilities (Pb ) and mean throughput
utilization (η) as a function of maximum number of tolerable inter-rack requests (Rtot ) that can be successfully
handled by the DCN. Moreover, in order to bridge the

TRAFFIC CLASSES

AND

TABLE I
THEIR GENERATION PARAMETERS

Application Class

TrafficNature

Inter-Rack
Traffic
[28,29]

Web
Data storage
Data mining
Social networking
Video streaming

mice ≫ eleph
mice ≈ eleph
eleph ≫ mice
mice > eleph
eleph ≫ mice

68.0%
65.2%
84.2%
88.6%
60.0%
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gap between our analysis and a realistic DCN operation
scenario, in our simulations we applied data and parameters
(e.g., percentages of inter-rack traffic) gathered from statistics provided by cloud DC operators, such as Facebook and
Microsoft [28,29]. With this approach, we try to create an
empirical model for data center traffic generation and aggregation based on real-life observations.
In Table I we present the five different service classes
with their corresponding traffic nature, based on how variable/stable in terms of data streams the five applications
are. Obviously, a web service, dominated by browser enquires or email requests, generates mainly short and variable traffic patterns, whereas data mining, represented by
intense processing workloads with multiple machines running as a unique distributed system, generates much more
intense and interdependent inter-rack traffic flows. Based
on this variability and nature of data streams produced by
different services, as well as applying the characteristic Pe ,
Pm  f d from Fig. 4, a certain d parameter defining
each application has been selected for simulation purposes.
As a result, we predefined the traffic intensities from
least to most intense as: web → social networking → data
storage → data mining → video streaming. As an illustrative example, social networking traffic is mainly composed
of web data streams (such as news feeds and different advertisements), but also involves video streaming, data mining, and data analysis running atop of it, which typically
yield more intense traffic patterns. From Fig. 4 it becomes
clear that such a behavior can be modeled with an approximate value of d  0.7, which is closer to web (d  0.9), but
also partly exhibiting intense traffic streams (∼20% of the
entire data). Undoubtedly, this parameter selection is part
of the modeling process and leaves room for further approximations and fine adjustments; however, as we show in
the following, the values we considered in our simulative
analysis give a very well-defined differentiation between
independent traffic classes, dominated to different extents
by intense, respectively bursty, highly variable traffic characteristics. Moreover, since every application possesses a
distinct inter-rack traffic intensity (expressed as percent
from the overall application generated traffic) [28,29], this
feature had to be considered as well in the simulation of
different simultaneously running services by scaling the
inter-rack traffic peculiar to each service (Rapp ) to the total
number of inter-rack requests (Rtot ) (Table I).
In the following step, we show how the performance of
the above-mentioned DCN can be drastically improved
by employing the OCS capabilities, thus offloading the intense traffic streams from the EPS grid. The benefits are
further quantified in terms of CAPEX and OPEX gains.

III. DCN ARCHITECTURE
d

Rapp ∕Rtot

0.9
0.5
0.3
0.7
0.2

19%
18%
23%
24%
16%

We consider a large Fat-Tree-based DCN consisting of
32,000 servers, grouped into 1000 racks with a distribution
of 32 servers/rack [Fig. 5(a)]. The racks are grouped into
five clusters, each hosting a specific application, similar
to Facebook’s DCN [28]. An important aspect of traffic modeling and network optimization is that similar services
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(a)

(b)

Fig. 5. Electrical Fat-Tree intra-data center network (a) before and (b) after optimization. Notice the partial substitution of the EPS grid
with the OCS layer.

are hosted by neighboring racks organized in clusters, and
the servers supporting the same application communicate
within their cluster only. The originated traffic from each
rack is aggregated by the corresponding ToR switch, which
possesses an oversubscription ratio (northbound to southbound throughputs ratio) OR  2×100 Gb∕s∕32×10 Gb∕s 
1∶1.6. Each ToR is further connected to two aggregation
switches for traffic balancing and reliability purposes. The
aggregation switch has 32 × 100 Gb∕s interfaces in the
southbound direction and 5 × 400 Gb∕s in the northbound
direction, similarly resulting in an OR  5 × 400 Gb∕s∕32 ×
100 Gb∕s  1∶1.6. The EPS grid components were chosen
according to the equivalent hardware currently available
on the market for DCN applications. As the next-tier level,
the core switches further aggregate the traffic from the aggregation layer. A detailed summary of all DCN parameters
is given in Table II.

For the network optimization, the EPS grid from the second and third tiers is partially replaced by an 800-port
MEMS-based OCS unit [Fig. 5(b)]. As discussed in the previous section, the core idea is to offload the heavy-tailed
traffic streams to the OCS layer from the EPS grid, and
hence to reduce its payload only to self-similar, bursty traffic (mice). Due to the high port density enabled by MEMS
technology, an OCS considerably reduces the network
complexity, which subsequently allows for significant
gains in terms of capital investment and operational costs.
Moreover, optical switching offers the opportunity for unpreceded data transmission capacity, due to its agnostic
nature with respect to data rates, as well as its transparency to modulation formats and communication protocols.
This feature opens new perspectives to evolution towards
throughput capacities of 100–400 Gb/s and beyond, without
the necessity of upgrading or replacing the underlying
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TABLE II
DCN ARCHITECTURE BEFORE (E) AND AFTER (H) OPTIMIZATION
Device

Interface/Throughput

Server
ToR

SFP∕10 Gb∕s
SB: SFP∕32 × 10 Gb∕s
NB: QSFP28∕2 × 100 Gb∕s (E)
NB: QSFP28∕3 × 100 Gb∕s (H)
SB: QSFP28∕32 × 100 Gb∕s
NB: CFP8∕5 × 400 Gb∕s
SB: CFP8∕15 × 400 Gb∕s
800 ports

Aggregation
Core
OCS

P

, E/H

32,000
1,000

63/38
21/13
0/1

switching fabric [27]. Last but not least, the much lower
power consumption as opposed to EPS and the insignificant insertion loss [30,31] make the OCS an ideal solution
for DCN optimization and scalability upgrades.
The parameters from Table II, such as the number of
switches in the aggregation and core layers, have been calculated based on their interface number characteristics.
That is, a DCN comprising 1000 ToRs with two northbound interfaces each needs 2 × 1000∕32 ≈ 63 aggregation
switches with 32 southbound interfaces to accommodate
them all. After optimization and OCS deployment, as it will
be shown, 800 racks will be connected via only one link to
the EPS grid each (and two WDM links to the OCS),
whereas 200 ToRs keep their initial configuration (two
links to the aggregation layer). This results in 2 × 200 
800∕32 ≈ 38 required aggregation switches. Obviously, the
same procedure has been repeated for the core layer as
well, which results in 21 versus 13 required core switches.
In this way, a simplification and further relaxation of both
electrical switching top tiers is achieved.

IV. SIMULATIONS

AND

RESULTS EVALUATION

As mentioned in the previous section, in our analysis,
five different services with distinct, varying traffic natures
have been concurrently simulated within the traditional
Fat-Tree DCN architecture. In this respect, simultaneous,
duplex source-destination addressed data transmissions
have been executed, with the LRD traffic generation model
at the server level. The total number of inter-rack traffic
streams, in the following referred to as requests, exchanged
between different racks (Rtot ) has been deployed as the
main variable, whose value is directly proportional to the
intra-DCN traffic intensity. A request is a typical data flow,
defined as a certain data volume, which is sent from a
source server/rack to a destination server/rack and occupies a corresponding bandwidth (out of the server 10 Gb/s
interface). In this regard, two flow types occur: the short
mice, typically being data patterns addressed by one source
to one or multiple destinations, which have a duration in
the range of μs or ms, and the long elephants, characterized
by a P2P data transmission, typically lasting seconds or
longer. Depending on the application, different combinations of mice and elephants are generated, which result in
different rates of bandwidth saturation/depletion. Hence,
a request can be either a group of a few mice or an elephant
sent from a source to a destination server. As performance
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evaluation parameters, the throughput blocking probability (PB ) and mean throughput utilization (η) at different
layers of the hierarchical DCN architecture (i.e., ToR, aggregation) have been measured for all five applications
with the corresponding 95% confidence interval estimation. Basically, PB shows the amount of aggregated data
that cannot be sent through a particular interface (e.g.,
of a ToR switch) at a certain time instance, due to the interface being fully utilized, and is expressed as a percentage of
the total amount of data to be transmitted at that specific
moment. η, on the other hand, shows the amount of bandwidth resources currently being used as a function of the
number of inter-rack requests. This metric also indicates
the rate at which the bandwidth becomes saturated, subsequently resulting in a certain PB .

A. Blocking Probability
When conducting performance evaluation of the five applications at the ToR level [Fig. 6(a)], it is clearly visible
that all services display distinct and highly differing behaviors in terms of traffic intensity. Apps with a dominating
number of elephants (e.g., data mining) exhibit the steepest
slopes in PB , as opposed to the web traffic, which shows a
much more gradual increase of PB. Even the social networking application [Fig. 6(a), purple curve], whose traffic
consists of only approximately 20% elephants, exhibits a
behavior more similar to the elephants-dominated services
(orange, green, and red curves). These observations lead to
a few important conclusions. First, not all services will potentially benefit from the capabilities of OCS switching.
In this regard, it is reasonable that web traffic remains
entirely switched by the EPS grid. Second, even small portions of elephants (as in the case of social networking traffic, mainly caused by video streaming or data processing
operations running atop social networking services) result
in a relatively fast saturation of throughput and ultimately
an increase in PB .
With the partial substitution of the EPS aggregation and
core grids with an 800-port OCS switch, the elephants of
the four services, excluding web traffic, are now switched
optically. Figures 6(b)–6(e) present the significant relaxation of the EPS grid (black curves) for the four services,
where now only the mice components of the traffic are
switched. It is worth noting that two 100 Gb/s links are
now necessary for elephant transmission, since one single
100 Gb/s interface results in steeper PB slopes for elephants
(blue curves) compared to the corresponding total traffic
curves presented in Fig. 6(a). This is due to the fact that
in the overall PB estimation, the elephants have the highest contribution.
As a result of this optimization procedure, the electrical
ToR branch, responsible for mice switching, exhibits a twoto-five-fold relaxation degree in the throughput utilization
(depending on application), as opposed to the traditional
ToR grid. On one hand, this means that the electrical,
mice-dedicated transmission interfaces are underutilized
in this case and can support a further increase of the
ToR-generated traffic. Nevertheless, downgrading this
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Fig. 6. Simulation of the five different services at the ToR layer. Due to offloading of elephants through the OCS layer, a noticeable
relaxation in the EPS grid follows (black curves). The interface serving the elephants remains highly busy as in the pure electrical architecture due to their aggregated intensity.

100 Gb/s interface to an interface supporting only 40 Gb/s
is not a solution, since in this case the mice blocking probability would rise dramatically in the range of 50%–70%.
Moreover, the market available hardware normally does
not offer such a large range of interfaces (SFP+, QSFP,
and QSFP28) on a single piece of switching equipment [16].
When it comes to OCS operation, an important aspect
worth mentioning is that the optical circuits never get
blocked in terms of data (elephant) congestion. The sole
bottleneck in this regard are the two 100 Gb/s interfaces
at the ToR switch dedicated to elephants. Moreover, since
the OCS is only capable of setting up a dedicated optical
circuit (channel) between two ToRs at a time, any amount

of elephants having the same source and destination ToRs
(even if the source and destination servers might differ) can
be successfully transmitted. The only challenge that arises
in this context occurs when two simultaneous elephants,
originated at the same source ToR, have to be transmitted
to different destination ToRs. A solution for this problem is
traffic prediction, when if such a phenomenon occurs, some
(longer) elephants can be buffered for transmission through
OCS, whereas shorter ones are sent via EPS. We also currently investigate different OCS paradigms in order to figure out how multiple elephants with the same source but
differing destinations can be simultaneously handled by
the OCS circuits. In our analysis, we consider elephants

Fig. 7. Simulation of the five different services at the aggregation layer. (b)–(e) A strong reduction of PB can be observed for mice
switching only.
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Performing the analysis at the upper, aggregation, and
core tiers, the effects of data aggregation have an even
greater impact, if compared to the ToR layer. For a traditional Fat-Tree architecture, an even steeper increase in
the throughput blocking probability PB is displayed by
almost every application, again except for the web traffic
[Fig. 7(a)]. With migration to the hybrid scheme, a dramatic
decrease of intensity of the aggregated traffic is observed,
although the number of switches is reduced from 63 to 38.
From Figs. 7(b)–7(e) it can be concluded that the offloading
of elephant streams at the ToR layer through the OCS grid
has an even higher positive impact over the aggregationcore tiers compared to the ToR level, expressed through
an up to seven-fold reduction of the throughput utilization.
These bandwidth relaxations at different levels clearly
mean that the available throughput can now support
higher traffic intensities without negatively influencing
the interface blocking probability.

utilization η. We have measured this parameter at both
the ToR and aggregation layers to see how the five applications behave (Fig. 8). As expected, η shows a similar
response to traffic intensity as PB does, i.e., applications
dominated by elephant streams reach the bandwidth saturation much faster than those with a moderate or low concentration of elephants. Thus, in the traditional Fat-Tree
architecture [Figs. 8(a) and 8(b)] the four traffic classes
(with the exception of web) display a much steeper slope
of throughput utilization (followed by its total depletion),
which only becomes steeper in the aggregation layer. The
web traffic, on the other hand, similarly with its PB characteristic, exhibits a very slow increase of η, which only for
extremely high traffic intensities reaches the bandwidth
saturation. When offloading the elephants through the
OCS layer of the hybrid Fat Tree, a significant relaxation
of throughput utilization follows both in the ToR layer
[Figs. 8(c)–8(f)], but especially in the aggregation layer
[Figs. 8(g)–8(j)]. This behavior is similar to the one
observed in the PB evaluation.

B. Mean Throughput Utilization

C. Network Scalability

Another valuable metric indicating the amount of utilized bandwidth at a given time is the mean throughput

The advantage of our analysis is that it can be scaled to
any DCN size, since the underlying traffic model remains

buffering at the ToR level, if the corresponding OCS interface is currently used.

Fig. 8. (a), (c)–(f) Simulation of the five different services at the ToR and (b), (g)–(j) aggregation layers. The mean throughput utilization η
in the traditional Fat Tree (a), (b) reaches saturation fastest for elephant-dominated applications. With migration to the hybrid Fat Tree
(c)–(j) and offloading of elephants through the OCS layer, a significant alleviation of throughput utilization in both layers is noticed. The
red horizontal lines indicate the maximal available bandwidth.
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the same. In this case, the only parameter that changes is
the total number of simultaneous inter-rack requests Rtot ,
because more servers result in more data traffic being
generated.
Speaking about DCN scalability, with the increase of the
number of racks, the upper tiers also need to be expanded
accordingly by deploying more aggregation and core
switches to support the growing traffic volume. If this is
the case, the characteristics obtained in Figs. 6–8 will remain valid for the new architecture. The challenge arising
in this case, though, is the scalability of the optical switching layer. Since the OCS serving multiple ToRs has a
limited number of interfaces, to support the increasing
number of racks, multiple MEMS-based switches can be
combined into small Fat-Tree topologies [11]. This approach would come at a cost of increased CAPEX for a relatively costly OCS, as well as the requirement for fast and
well-coordinated circuit switching. Another viable solution
is to organize racks into pods (or clusters), connecting each
pod to a ring of MEMS switches, similar to Ref. [28]. Last
but not least, the organization of application clusters can
also be very handy, if we consider that servers running a
certain application communicate only with the same type
of servers. Dedicating one OCS per application cluster of
racks could potentially increase the scalability even further.

V. COST ESTIMATIONS
After optimization, it becomes obvious that the hybrid
architecture brings significant cost savings related to
CAPEX and OPEX (quantified in terms of energy consumption), namely due to a much smaller number of switches
involved at the aggregation and core layers, which subsequently translates into much fewer interfaces deployed
(Table II). In order to quantify the capital and operational
cost savings, Table III presents the relative costs of one
equipment unit with respect to the price of one ToR switch
and normalized to the price of one SFP+ interface for pluggables [32]. In our CAPEX analysis, we did not use the
absolute prices for equipment units, as many papers prefer
to do [9,10,12,13,15], because these are highly variable and
change dramatically on a yearly basis. The relative costs,
on the other hand, do not vary as much and tend to stay in a
similar price range over a longer term, even with the
annual technological evolution and introduction of new
hardware products.

RELATIVE PRICES
Component
ToR switch (2/3 NB ports)
Aggr. switch
Core switch
OCS
SFP+
QSFP28
CFP8

TABLE III
ONE UNIT

PER

OF

CAPEX

AND

TABLE IV
OPEX BEFORE (LEFT)
OPTIMIZATION

AND

AFTER (RIGHT)

Electric

Components
ToR
Aggregation
Core
OCS
P
, Switches
SFP+
QSFP28
CFP8
P
, Pluggables

Total
Cost,
p.u.
1000
504
168
—
1672
32000
40160
31500
103660

Hybrid

Total
Energy,
kW

Total
Cost,
p.u.

Total
Energy,
kW

190
47.2
15.7
—
252.9
32
13.2
7.5
52.7

1100
304
104
40
1548
32000
40160
19250
91410

200
28.5
9.7
0.1
238.3
32
13.2
4.6
49.8

Clearly, the CAPEX related to aggregation and coreswitching hardware after the hybrid scheme deployment
decreases by roughly 40% for both layers. This comes at
a cost of about 40 ToRs, which is the relative price of the
OCS. Moreover, the one additional 100 Gb/s QSFP28 interface per ToR required by the elephant traffic in the
hybrid scheme results in 800 additional 100 Gb/s optical
interfaces. On the other hand, due to the exclusion of a
significant part of the aggregation and core switches from
the EPS infrastructure, about 245 400 Gb/s CFP8 and 800
100 Gb/s QSFP28 interfaces are saved. Table IV presents a
summary of the total costs and energy consumption as a
quantitative comparison of CAPEX and OPEX before
and after optimization. A graphical representation is
further shown in Figs. 9 and 10.

Fig. 9. CAPEX and OPEX of switching hardware before and after
optimization.

EQUIPMENT

Cost, p.u.

Energy, W

1/1.1
8
8
40
1
10
50

190/200
750
750
100
1
3.3
12

Fig. 10. CAPEX and OPEX of pluggable components before and
after optimization.
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VI. CONCLUSION
In this work, we showed that application-specific traffic
modeling allows for significant optimization of the DCN
architecture and related cost savings. In order to achieve
a maximum efficiency in traffic switching, knowledge of
the traffic nature and the type of carried data are of crucial
importance. As a matter of fact, an underlying network topology or architecture perfectly suited for one cloud service
can be inefficient and provide poor performance for another. Hence, application-tailored, statistics-backed traffic
modeling could potentially help in achieving a higher efficiency of throughput utilization, thus reducing the number
of bottlenecks and delays associated with them. An important observation was that the elephants have the highest
impact on interface blocking probabilities, even when their
number per total amount of generated data is low. This
should serve as an additional motivation for the development of new, faster optical switching paradigms, which
would make the migration to fully transparent networks
possible.
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